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Latency in Ethernet Switches

Introduction
In modern Ethernet networks, switch latency can be a key performance 
metric. This is particularly true for networks that support high-
performance and clustered computing applications, where it is 
advantageous to minimize either the overall delay, or minimize the 
delay variation, in the communication path between communicating 
pairs or groups of endpoints. In many cases, latency can be a much 
stronger determinant of application or service performance and user 
experience than link bandwidth.

As switch interface speeds begin the upgrade transition from the 
10/40Gb Ethernet regime to the 25/50/100Gb Ethernet regime, it 
is useful to understand the nature and source of latency in Ethernet 
switch fabrics, particularly the relationship between interface speed 
and latency. And, it is essential to understand that individual switch 
latency is but a component of overall system latency, which is a 
property of not just the individual switches that comprise a network, 
but also the forwarding topologies that are instantiated across that 
network.

This paper explores the factors that affect switch latency, and maps 
those factors to the performance capabilities of the Plexxi Switch 3 
product family, which will introduce high-performance 25/50/100Gb 
Ethernet access interfaces and 100Gbps-enabled LightRail 3 in 2016.

Measuring Switch Latency
Switch latency is the amount of time that an Ethernet packet spends 
traversing an Ethernet switch. While simple in concept, in practice 
there are a number of factors that can cause the actual latency that a 
packet experiences to vary by a large amount, potentially by orders-of-
magnitude.

Switch latency is measured from port-to-port on an Ethernet switch. 
It may be reported in a variety of ways, depending on the switching 
paradigm that the switch employs: Cut-through or Store-and-Forward.
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Cut-Through vs. Store-and-Forward
Among the most fundamental features that determine latency in a 
particular switch implementation is whether packet-forwarding is 
performed in a “store-and-forward” or “cut-through” manner. 

Store-and-Forward requires that the entire packet is received and 
buffered by the switch before a forwarding decision is made and 
the packet transmission via the egress port commences. For certain 
forwarding operations, for example, routing packets at Layer 3, store-
and-forward operation may be necessary if complex options are 
required in a packet forwarding operation.

Cut-through forwarding, on the other hand, allows for packet 
transmission to commence on the egress port as soon as enough of the packet has been received to make the forwarding 
decision (for simple layer 2 forwarding, this can be as soon as the destination MAC address has been received and 
looked-up to determine the egress port). Cut-through forwarding is decided by a switch on a packet-by-packet basis.

Cut-through can, for obvious reasons, provide for lower-latency forwarding in a switch that is largely independent of 
packet length. But, cut-through can only be accomplished under certain conditions:

1. Cut-through may only occur from/to interfaces operating at the same speed (for example, 10Gbps-to-10Gbps 
interfaces), and will never occur from a slower to a faster interface (for example, 25Gbps-to-100Gbps), or  
vice versa.

2.	Cut-through	can	only	occur	when	the	egress	port	is	idle,	not	“paused”	due	to	flow-control,	and	has	no	pending	
frames queued for transmission.

It is easy to see that if multiple streams of packets in a mixed-speed network are destined for a particular egress 
port,	even	if	the	aggregate	bandwidth	represented	by	those	flows	is	less	than	the	link	capacity,	there	will	be	frequent	
contention	for	the	port,	and	very	little	traffic	will	actually	be	forwarded	as	cut-through.	This	is	true	both	in	testing,	and	
more importantly, in the real world. 

Back to Measuring Switch Latency
There are a variety of test methodologies that are employed to perform this testing. Among the most widely used 
are those outlined in the Internet Engineering Task Force (IETF) documents RFC1242, RFC2544 and RFC4689. 
Reported latency testing results may or may not include the latency introduced by the port transceivers (which for some 
technologies may be considerable).

For	switches	using	a	cut-through	paradigm,	latency	is	generally	reported	as	the	time	difference	between	when	the	first	
bit	of	a	packet	is	received	by	the	ingress	port	until	that	bit	appears	at	the	egress	port	(first-in-first-out,	or	FIFO).	Popular	
Ethernet	test	gear	from	Spirent	and	IXIA	actually	measures	the	last	bit	in	to	the	last	bit	out	(last-in-last-out,	or	LILO),	
which	should	be	equivalent	to	the	FIFO	measurement.	

For	store-and	forward	switches,	LIFO	is	typically	used	to	report	latency	characteristics,	so	that	the	packet	length	is	not	
a component of the latency measurement.
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Modern switches typically achieve latency performance (at Layer 2 or Layer 3) of hundreds of nanoseconds to tens 
of microseconds. The wide range of latency measurements is principally the result of switch architecture and design, 
though a number of testing factors can also create even wider variations in the latency performance. For example, the 
number	of	ports	that	are	simultaneously	being	exercised	in	the	test,	and	the	nature	of	the	test	traffic	pattern:	One-to-
one	traffic	where	no	packet	streams	compete	for	egress	ports;	versus	fully-meshed	traffic	where	all	traffic	competes	
for	egress	ports	will	exhibit	very	different	results	as	fully-meshed	traffic	will	spend	a	great	deal	of	time	buffered	and	
queued in the switch during episodes of egress port contention.

Latency in the Plexxi Switch 3 Product Family
The Plexxi Switch 3, Switch 3p, and Switch 3eq are all built on the Broadcom High-Density 25/100 Gigabit 
Ethernet StrataXGS® Tomahawk Ethernet Switch Fabric (BCM56960). 

The Tomahawk Switch Fabric provides up to 128x25Gbps or 32x100Gbps interfaces and supports both store-
and-forward	and	cut-through	operation.	It’s	latency,	in	certain	configurations,	and	under	certain	circumstances,	is	
claimed	to	be	sub-400ns	FIFO.

Switch Architectures and Forwarding Pipelines
At this juncture, it is important to discuss some aspects of modern switch architectures to understand how switch 
functions and some fundamental technology capabilities contribute to the latency of packets traversing a switch. 

In a typical architecture, there is a pipeline of packet reception functions that are required to organize the reception 
of	a	packet;	delimit	byte	and	field	boundaries;	access	shared	switch	resources	(like	MAC	address	tables,	routing	
tables,	access	control	lists,	and	buffer	memory	pools);	and	manipulate	packet	fields	before	forwarding	or	buffering	
the packet, if necessary. 

Figure 1: Latency Measurement for Cut-Through and Store-and-Forward Modes

Figure 2: Example Switch Fabric Receive Pipeline Architecture
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The depth and organization of a typical pipeline is dictated in part 
by the speed of the receiving interface, and also by the nature of the 
field	descriptions	within	the	packet	(the	size	and	location	of	some	
fields	may	be	dictated	by	the	contents	of	other	fields).	But,	the	largest	
contribution to pipeline latency is the time required to arbitrate 
for, access, and process the results from shared switch resources. 
This latency contribution is largely a function of on-chip memory 
organization and access method which, notably, does not scale with 
link speed. This is the reason why the overall switch latencies do not 
scale inversely with link speed.
 
It follows then, that in order to lower overall switch latency, it is 
necessary to streamline the pipeline to minimize access to shared 

resources and limit interdependencies that might otherwise require chained accesses to shared resources, which 
could compound latency even further. This is best accomplished by eliminating or bypassing stages in the pipeline.

The nature and complexity of a pipeline design, particularly at high link speed, is such that it is not practical to offer 
the	ability	to	dynamically	program	the	pipeline	to	enable	or	bypass	individual	features	in	a	fine-grained	fashion.	In	
particular,	the	Broadcom	Tomahawk	Switch	Fabric	supplies	a	total	of	three	coarse-grained,	configurable	modes	of	
operation that allow a user to trade off pipeline complexity and functionality for switch latency. The three modes of 
operation are:

1. Layer 2 Only Mode: This mode offers the least functionality and, consequently, the lowest latency. Packets 
may only be forwarded based on MAC addresses, and many functions that would otherwise be considered 
essential for the operation of an extended fabric or network are not available (MLAG, Storm Control, Ingress 
ACLs, port monitoring, …).

2. Balanced Mode. This mode, as the name implies, offers a balance between functionality and latency. While 
not	as	bare-bones	as	Layer	2	Only,	some	typically-important	functionality	is	still	not	available	in	this	mode,	
including	Egress	ACLs,	and	VLAN	filtering.

3. Full Function Mode. All fabric functions enabled. Highest latency, comparable to the latency characteristics 
of the prior-generation Broadcom Trident Ethernet Switch Fabric family.

The Broadcom Tomahawk Switch Fabric will only be able to achieve its claimed “sub-400ns” latency in Layer 2 
Only	mode.	This	mode	is,	however,	so	limited	in	functionality	that	it	is	only	applicable	to	very	small	networks	(say,	
≤4	switches),	or	very	simple	networks	that	do	not	require	enterprise-grade	reliability,	performance,	manageability	
and monitoring capabilities. As such, we do not anticipate that Plexxi Switch 3 products will be frequently employed 
in this mode.

At the time of this writing, testing of Plexxi Switch 3 products has begun, and latency for typical port-to-port 
forwarding in Full Function mode is reported at an average of 520ns. We expect that most enterprise networks 
employing Tomahawk Switch Fabrics will use Full Function mode, as many enterprise and cloud network use-cases 
typically demand functions that are only available in this mode. 

Testing is ongoing, and we will publish more comprehensive test results with the release of these products in 2016. We 
also anticipate the release of testing results from Broadcom directly, and from other system vendors that are employing 
the	Broadcom	Tomahawk	Switch	Fabric	in	their	designs.	Due	to	the	application-specific	nature	of	the	Tomahawk	
Switch Fabric, the results from Broadcom, Plexxi, and/or any other sources will be very strongly aligned. 
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Minimizing Latency in Switched Ethernet Net-
works
For applications requiring the lowest latency and/or latency variation, 
it is fundamentally necessary to not only focus on the switches that 
comprise the network, but to also comprehend the latency and latency 
variation of the network as a system.

Networks built with Plexxi switches afford the lowest overall 
system latency and latency variation by harnessing the power of link 
diversity (inherent in our LightRail interconnect, and organized by 
Plexxi Control), which eliminates entire hierarchical switch tiers and 
therefore many potential latency-introducing intermediate switch 
hops in network connections. 

Latency-sensitive	workloads	may	be	declared	explicitly	through	the	Plexxi	Affinity	API	directly	or	through	an	ever-
expanding	number	of	Plexxi	Connect	integrations	(for	examples,	VMware	vCenter,	Openstack	Neutron).	Plexxi	
Control	uses	this	information	to	algorithmically	compute	and	render	latency-conserving	topologies	and	traffic	
allocations	across	a	Plexxi	network	to	ensure	that	the	workload	latency	bounds	are	continuously	satisfied.	

In	comparison	to	the	switch	fabric	latencies	outlined	in	the	discussion	above,	LightRail	bypass	and	flyway	
connections contribute approximately 10ns and 50ns latency, respectively, with virtually no latency variation, and 
provide a superior high-performance connection compared to any conventional fabric switch hop.

In Summary
It should be apparent that, even as switch interface speeds climb, switch fabric forwarding latencies remain, 
somewhat stubbornly, tied strongly to the complexity of switch fabric features, functions, and underlying technology 
limitations. 

In the face of ever-escalating performance and user experience requirements, it is evident that real step-function 
advances in network system performance (particularly in latency- and latency-variation-sensitive applications) will 
be delivered not just via individual device capabilities, but by harnessing and orchestrating those capabilities in the 
context	of	the	overall	network	system.	Intelligent,	algorithmic	and	economical	configuration	and	topologies,	driven	
by application-level APIs, is the key to unlocking the performance of the next generation of switch fabrics. 
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Plexxi also has the industry exclusive ability to distribute and 
replicate market data information streams at Layer 1, reducing the 
per device latency by orders of magnitude. Instead of hundreds of 
nanoseconds latency per switch through a traditional or even purpose 
built low latency Ethernet switch, a network topology made up of 
Plexxi switches adds less than 25 nanoseconds of latency per switch 
as the data moves through the fabric. 

Plexxi creates a single optically meshed network spanning metro 
and global footprints, allowing data to be replicated and distributed 
anywhere across the fabric with the only additional latency coming 
from propagation delay.

Specialized hardware inside each Plexxi switch allows 10GbE based 
market data feeds to be copied or replicated, without incurring the 
latency penalty of an Ethernet switching chip. Replication is done at 
Layer 1, therefore no packet copy time is created. This means that all 
participating switch ports receive the replicated data with the exact 
same latency, whether this stream is unicast or multicast.

Plexxi Market Data Distribution
Connected via a highly reliable and scalable fabric, a Plexxi Market 
Data Distribution network creates the world’s first converged solution 
that delivers network services for scale-out applications as well as 
ultra low latency data distribution. Combined with the seamless Data 
Center Interconnect (DCI) capabilities of an optical fabric, Plexxi 
provides an industry leading end-to-end solution.

To Learn More
Contact your Plexxi sales 

representative, or contact us 
using theinformation below.
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www.plexxi.com 100 Innovative Way, Suite 3322
Nashua, NH 03062

+1.888.630.PLEX (7539)
info@plexxi.com

Appendix A: Broadcom Tomahawk Ethernet 
Switch Features
High-Density 25/100 Gigabit Ethernet StrataXGS® 
Tomahawk Ethernet Switch Series
Product Code: BCM56960 Series

FEATURES

• Support for up to 32 x 100 GbE, 64 x 40/50 GbE 
or even 128 x 25 GbE ports with an aggregate 
switching bandwidth of 3.2 Tbps

• Integrated low-power 25Ghz SerDes

• Authoritative support for 25G and 50G Ethernet 
Consortium specification

• Configurable pipeline latency enabling sub-400 
ns port-to-port operation

• Supports high-performance storage/RDMA 
protocols including RoCE and RoCEv2

• BroadView instrumentation provides switch-
and network-level telemetry

• High-density FleXGS™ flow processing for 
configurable forwarding/match/action 
capabilities

• OpenFlow 1.3+ support using Broadcom  
OF-DPA™

• Comprehensive overlay and tunneling support 
including VXLAN, NVGRE, MPLS, SPB

• Flexible policy enforcement for existing and 
new virtualization protocols

• Enhanced Smart-Hash™ load-balancing modes 
for leaf-spine congestion avoidance

• Integrated Smart-Buffer™ technology with 5x 
greater performance vs. static buffering

• Single-chip and multichip HiGig™ solutions for 
top-of-rack and scalable chassis applications


